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Why Distributed Storage?Why Distributed Storage?
•• Data stored on a single mediumData stored on a single medium

• Single point of failure
• Bottleneck

•• Distributed StorageDistributed Storage
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•• Distributed StorageDistributed Storage
• Improves data availability and reliability
• Very general notion!
• This lecture covers only some aspects…



(Popular) Example: RAID(Popular) Example: RAID

RAID controller
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•• RAID controller is a single point of failureRAID controller is a single point of failure
•• RAID controller quickly becomes a RAID controller quickly becomes a 

bottleneck with modern Flashbottleneck with modern Flash--based storagebased storage

S
to

ra
ge



This lectureThis lecture

RAID controller

S
to

ra
ge
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•• Generalizes RAID by removing controller bottleneckGeneralizes RAID by removing controller bottleneck
•• No single point of failure: failures of any device (clients and No single point of failure: failures of any device (clients and 

storage devices) are to be toleratedstorage devices) are to be tolerated
•• Clients directly access storage devicesClients directly access storage devices

S
to

ra
ge



Storage failuresStorage failures
•• As systems grow in size and complexity…As systems grow in size and complexity…

• There is a growing number of evidence of non-crash 
behavior in modern distributed systems 

•• Appropriate failure models are not always Appropriate failure models are not always 
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•• Appropriate failure models are not always Appropriate failure models are not always 
clearclear
• They are not crash-only failures, but what are they?

•• Generalization: arbitrary Generalization: arbitrary (Byzantine(Byzantine) failures) failures



Distributed StorageDistributed Storage

c2

c3

S base objects / serversS base objects / serversclientsclients

c1
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c3
c1

DISTRIBUTED STORAGEDISTRIBUTED STORAGE

Clients and servers may be collocated



read()

Distributed Storage modelDistributed Storage model
Read / Write register:Read / Write register:

Write(v) Read()x
SW SR

MW MR

1 reader

many
readers

1 writer

many
writers
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read()
return(x)

write(v)
x ← v; 
return(ok)



Distributed Storage goalsDistributed Storage goals
•• Availability / Liveness Availability / Liveness 

• Wait-Freedom (and some weaker notions)

•• Consistency / Safety Consistency / Safety 
• Atomicity, Regularity, Safety
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•• PerformancePerformance
• Latency, Storage-requirements, Message size, throughput ...
• Common-case and Worst-case 

•• List does not end here…List does not end here…
• Scalability, load balancing, fail-awareness, …



This lectureThis lecture
•• Failure model  Failure model  

• Up to t base objects may fail 
• Any number of clients may fail
• We start from crash failures and progress to Byzantine

•• AsynchronyAsynchrony
• Secure systems should not rely on synchrony assumptions
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• Obvious target for an attacker
•• Different model propertiesDifferent model properties

• Intercommunication among base objects possible?
• Pure shared memory or not

• Self-verifying data (e.g., digital signatures)?
• Number of clients and base objects?



This lecture This lecture -- GoalsGoals
•• Overview (some) important distributed storage Overview (some) important distributed storage 

issuesissues

•• Show tradeoffs inherent to Byzantine failuresShow tradeoffs inherent to Byzantine failures

Show some basic algorithmic techniques and lower Show some basic algorithmic techniques and lower 
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•• Show some basic algorithmic techniques and lower Show some basic algorithmic techniques and lower 
boundsbounds

•• Gregory Chockler, Rachid Guerraoui, Idit Keidar, Marko Vukolic, Gregory Chockler, Rachid Guerraoui, Idit Keidar, Marko Vukolic, 
"Reliable Distributed Storage," IEEE Computer, vol. 42, no. 4, pp. 60"Reliable Distributed Storage," IEEE Computer, vol. 42, no. 4, pp. 60--
67, Apr. 2009,67, Apr. 2009,



OutlineOutline
•• Simple distributed storage (MWMR ABD)Simple distributed storage (MWMR ABD)
•• Byzantine base object failures Byzantine base object failures 
•• Byzantine client failuresByzantine client failures
•• PerformancePerformance
•• SummarySummary
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•• SummarySummary



A simple storage [ABD95]A simple storage [ABD95]
•• Quick repetition (see “Shared Memory” lecture for Quick repetition (see “Shared Memory” lecture for 

details details –– Chapter 4)Chapter 4)
• ABD = “Distributed implementation of a MRSW atomic 

register”

•• SWMR atomic waitSWMR atomic wait--free storagefree storage
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•• SWMR atomic waitSWMR atomic wait--free storagefree storage
•• any number of clients may crashany number of clients may crash
•• Assumes S ≥ 2t + 1 base objectsAssumes S ≥ 2t + 1 base objects

•• Not resilient to Byzantine failuresNot resilient to Byzantine failures
• but crucial for understanding other algortihms



Review: ABD WriteReview: ABD Write

write(v) at writer w1
1. ts := ts + 1
2. send [W, ts, v] to ALL 

b.o.

At base object boi:
1. On receive [W, ts1, v1] from w1:
2. if (ts1 > ts) then 
3. v := v1
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b.o.
3. wait for majority of boj:
4. receive [ack]
5. Return ok

3. v := v1
4. ts := ts1
5. send [ack] to w1

Any minority of failures is tolerated
For S=2t+1, majority = t+1

t failures tolerated



Review: ABD ReadReview: ABD Read

At base object boi:
1. On receive [W, rsj, tsj, vj] from rj:
2. if (tsj > ts) then 
3. v := vj
4. ts := tsj
5. send [ACK, rsj] to rj

read() at reader ri
Query:
1. rs := rs + 1
2. send [R, rs] to All bo.
3. wait for a majority of boj:
4. receive [R, rs, tsj, vj]
5. ts := largest tsj
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5. ts := largest tsj
6. v := vj with tag tsj
Propagate:
7. rs := rs + 1
8. send [W, rs, ts, v] to All bo.
9. wait for a majority of boj:
10. receive [ACK, rs]
11. Return v.

At base object boi:
1. On receive [R, rsj] from rj:
2. send [R, rsj, ts, v] to rj



MWMR ABDMWMR ABD
•• Problem in ABD with more than one writer Problem in ABD with more than one writer 

is? is? 
• independent increments of writers’ timestamps

Write(v1)w1

(ts=0) (ts=1)
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•• Writers need to synchronize timestampWriters need to synchronize timestamp

w1

Write(v2)w2

(ts=0)
(ts=1)

reader Read()→→→→?



MWMR ABDMWMR ABD

At base object pi:
1. On receive [W, rsj, tsj, vj] from wj:
2. if (tsj > ts) then 
3. v := vj
4. ts := tsj
5. send [ACK, rsj] to wj

write(v) at writer wi, i∈1..W
Query:
1. rs := rs + 1
2. send [R, rs] to ALL.
3. wait for a majority of pj:
4. receive [R, rs, tsj, vj]
5. t := largest [tsj, x] , x∈1..W
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5. t := largest [tsj, x] , x∈1..W
6. ts := [t+1, i]
Propagate:
7. rs := rs + 1
8. send [W, rs, ts, v] to All.
9. wait for a majority of pj:
10. receive [ACK, rs]
11. Return.

At base object pi:
1. On receive [R, rsj] from wj:
2. send [R, rsj, ts, v] to wj



MWMR ABD (illustration)MWMR ABD (illustration)
writer wiwriter wi

bobo11

WRITE(v)WRITE(v)

Get_tsGet_ts

ts = [highest rcvd ts + 1, i]ts = [highest rcvd ts + 1, i]

wait for wait for 
SS--t replies t replies (majority)(majority)

w=<ts,v>w=<ts,v> wait for wait for 
SS--t repliest replies

reply with local <ts,v>reply with local <ts,v>

Single Writer (SW)Single Writer (SW)
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t=1; S=2t+1=3t=1; S=2t+1=3

bobo22

bobo33

reply with local tsreply with local ts

readerreader READ()READ()

READ_requestREAD_request
Select <ts,v> with highest tsSelect <ts,v> with highest ts

Writeback <ts,v>Writeback <ts,v>
return(v)return(v)

RegularRegular



ABD and Byzantine failuresABD and Byzantine failures
•• If we naively use ABD to handle Byzantine failuresIf we naively use ABD to handle Byzantine failures
•• Vulnerabilities in every roundVulnerabilities in every round

•• 1st round of READ1st round of READ
• Byzantine b.o. may return arbitrary value with the highest timestamp

•• 2nd round of READ 2nd round of READ 
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•• 2nd round of READ 2nd round of READ 
• Byzantine reader may writeback any value (atomic case)

•• 1st round of WRITE 1st round of WRITE 
• Skipping timestamps

•• 2nd round of WRITE2nd round of WRITE
• Poisonous WRITEs



OutlineOutline
•• Simple distributed storage (MWMR ABD)Simple distributed storage (MWMR ABD)
•• Byzantine base object failuresByzantine base object failures

• Impact on resilience
• Solutions with digital signatures
• Solutions without digital signatures
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• Solutions without digital signatures
• « Listeners » communication pattern
• Non-skipping timestamps

•• Byzantine client failuresByzantine client failures
•• Performance  (Latency)Performance  (Latency)
•• SummarySummary



Byzantine base object failuresByzantine base object failures
•• Optimal resilience is one of the primary Optimal resilience is one of the primary 

goals in distributed storagegoals in distributed storage
• Tolerate as many (base object) failures as possible 

•• Lower bound: SLower bound: S ≥ 3≥ 3t + 1 t + 1 [MAD02][MAD02]
• For any SWSR binary safe storage!
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• For any SWSR binary safe storage!
• To be contrasted to S ≥ 2t+1 in case of crash-

tolerant storage (e.g., ABD)



Lower bound sketch [MAD02]Lower bound sketch [MAD02]

r1
0

Read() -> 0

w1

0
Write(1)

1

1
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r1

0

w1

r1 Read() -> 0

Write(1)



Byzantine base object failuresByzantine base object failures
•• How to cope with Byzantine base objectsHow to cope with Byzantine base objects

•• They may return arbitrary timestamps and valuesThey may return arbitrary timestamps and values

•• One solution: use digital signatures One solution: use digital signatures [MR98][MR98]
• Add signature of a writer to every written value/timestamp 
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• Add signature of a writer to every written value/timestamp 
in ABD 

• Wait for S-t base objects (versus simple majority)
• Tolerates reader Byzantine failures (for free)
• Issues 

• Poisonous writes (malicious writers)
• Practical performance!



MWMR ABD with digital signaturesMWMR ABD with digital signatures

At base object pi:
1. On receive [W, rsj, tsj, vj, sigj] from p:
2. if (tsj > ts) and Ver(sigj,(tsj,vj)) then 
3. v := vj
4. ts := tsj
5. sig := sigj
6. send [ACK, rsj] to p

write(v) at writer wi, i∈1..W
Query:
1. rs := rs + 1
2. send [R, rs] to ALL.
3. wait for a S-t of pj:
4. receive [R, rs, tsj, vj, sig]

such that Ver(sig, (tsj,vj))
5. t := largest [tsj, x] , x∈1..W
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5. t := largest [tsj, x] , x∈1..W
6. ts := [t+1, i]
Propagate:
7. rs := rs + 1
8. sig := Sign(ts,v)
9. send [W, rs, ts, v, sig] to All.
10. wait for a S-t of pj:
11. receive [ACK, rs]
12. Return.

At base object pi:
1. On receive [R, rsj] from p:
2. send [R, rsj, ts, v, sig] to p

We assume S ≥ 3t+1



MWMR ABD with digital signaturesMWMR ABD with digital signatures
read() at reader ri
Query:
1. rs := rs + 1
2. send [R, rs] to All bo.
3. wait for a S-t of boj:
4. receive [R, rs, tsj, vj, sigj]
5. ts := largest tsj
6. v := vj with tag tsj

At pi:
1. On receive [W, rsj, tsj, vj, sigj] from p:
2. if (tsj > ts) and Ver(sigj,(tsj,vj)) then 
3. v := vj
4. ts := tsj
5. sig := sigj
6. send [ACK, rsj] to p
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6. v := vj with tag tsj
7. sig := sigj with tag tsj
Propagate:
8. rs := rs + 1
9. send [W, rs, ts, v,sig] to All 

bo.
10. wait for a S-t of boj:
11. receive [ACK, rs]
12. Return v.

At pi:
1. On receive [R, rsj] from p:
2. send [R, rsj, ts, v, sig] to p



Digital signaturesDigital signatures
•• PowerfulPowerful

• Preclude Byzantine processes from forging values
•• HeavyweightHeavyweight

• Time/resource-consuming
• Require setup, key distribution/management
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• Require setup, key distribution/management
• Difficult in large systems



Byzantine world without Byzantine world without 
signaturessignatures

Main principle: Main principle: 
need (at least) need (at least) t+1t+1 confirmations of a valueconfirmations of a value
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SBQSBQ--L algorithm [MAD02]L algorithm [MAD02]
•• The first MWMR atomic optimally The first MWMR atomic optimally 

Byzantine resilient storageByzantine resilient storage
• w/o digital signatures (self-verifying data)
• S ≥ 3t+1

•• «« ListenersListeners » pattern» pattern
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•• «« ListenersListeners » pattern» pattern
• Servers maintain a list of pending readers 
• Servers push concurrent updates to readers

• We will see later why…

•• We focus on the variant of the algorithm that We focus on the variant of the algorithm that 
tolerates writer crash failures onlytolerates writer crash failures only



SBQSBQ--L WriteL Write
•• Similar to MWMR ABDSimilar to MWMR ABD

•• Differences Differences 
• Clients always wait for S-t servers 

• (in case there are exactly S=3t+1 servers, to simplify the 
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• (in case there are exactly S=3t+1 servers, to simplify the 
presentation)

• Writer R-Bcasts a message in 2nd round of WRITE
• Vs. simply sending a message
• Can be omitted (i.e., we can maintain a simple send) if 

we assume correct writer (that never fails)



SBQSBQ--L WriteL Write

At server si:
1. On R-Deliver [W, rsj, tsj, vj] from w:
2. if (tsj > ts) then 
3. v := vj
4. ts := tsj
5. For all readers in SUBSCRIBED:

write(v) at writer wi, i∈1..W
Query:
1. rs := rs + 1
2. send [R, rs] to All servers.
3. wait for S-t servers:
4. receive [R, rs, tsj, vj]
5. T := largest [tsj, x] , x∈1..W
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5. For all readers in SUBSCRIBED:
send [R, ts, v]

6. send [ACK, rsj] to wj

5. T := largest [tsj, x] , x∈1..W
6. ts := [T+1, i]
Propagate:
7. rs := rs + 1
8. R-Bcast [W, rs, ts, v] to All 

servers.
9. wait for S-t servers:
10. receive [ACK, rs]
11. Return.

At server si:
1. On receive [R, rsj] from wj:
2. send [R, rsj, ts, v] to wj



SBQSBQ--L ReadL Read

At server si:
1. On receive [Subscribe, tsj] from rj:
2. if (tsj > lasttsj) then 
3. lasttsj:= tsj
4. SUBSCRIBED ← rj
5. send [R, ts, v]

read(v) at reader ri
Subsribe:
1. rs := rs + 1
2. send [Subscribe,rs] to All 

servers
3. wait for [R] messages until 
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3. wait for [R] messages until 
received  [R, ts, v] from  S-t
servers, for some v, ts:

4. Ret:= v
Unsubscribe:
5. send [Unsubscribe, rs] to All 

servers.
6. Return Ret.

At server si:
1. On receive [Unsubscribe, lasttsj] from 

rj:
2. remove rj from SUBSCRIBED



SBQSBQ--L SummaryL Summary
•• «« ListenersListeners » pattern» pattern

• Readers subscribe @servers for all concurrent 
updates 

•• Readers return value when this is confirmed Readers return value when this is confirmed 
by 2t+1 base objects (with the same ts)by 2t+1 base objects (with the same ts)
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by 2t+1 base objects (with the same ts)by 2t+1 base objects (with the same ts)
• Avoid write-back (allows tolerating Byzantine 

readers)
• But relies on servers to propagate data (RBcast) in 

case writer failures are possible



SBQSBQ--L issuesL issues
•• Skipping timestampsSkipping timestamps

• Recall this vulnerability in the first round of WRITE in 
MWMR ABD

• Base objects can report arbitrary timestamp to writers during 
the Query phase

•• Heavily relies on the facts:Heavily relies on the facts:
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•• Heavily relies on the facts:Heavily relies on the facts:
• that servers inform readers about concurrent updates
• That servers can echo messages and help implement 

broadcast (in case writer may crash)

- Not possible with traditional storage media (e.g., disks)



NonNon--skipping timestampsskipping timestamps
•• Introduced in [BD04]Introduced in [BD04]

•• Idea: choose tIdea: choose t+1+1stst highest timestamp highest timestamp 
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•• Drawback: not optimally resilient Drawback: not optimally resilient 
• [BD04] requires at least 4t+1 base objects
• Optimally resilient solutions are more complex:

• rely on threshold cryptography (E.g., [CT06])



OutlineOutline
•• Simple distributed storage (MWMR ABD)Simple distributed storage (MWMR ABD)
•• Byzantine base object failuresByzantine base object failures
•• Byzantine client failuresByzantine client failures

• Writer failures
• Reader failures
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• Reader failures

•• PerformancePerformance
•• SummarySummary



GoalsGoals
•• Malicious writersMalicious writers

• Prevent inconsistent (poisonous) writes
• Not interested in preventing writing arbitrary values

• Assume that authenticated writer may write any value

•• Malicious readersMalicious readers
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•• Malicious readersMalicious readers
• Prevent all sorts of malicious behavior



Poisonous writes Poisonous writes 

w1
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(ts1,v1) (ts1,v2) (ts1,v3) (ts1,v4)

Timestamp and value should at least be consistent  
(one value per timestamp)



Poisonous writes solutionsPoisonous writes solutions
•• Based on Bracha Broadcast [BT85]Based on Bracha Broadcast [BT85]

• Writers’ signatures + echoing among servers [MAD02]
• Asynchronous verifiable information dispersal [CT06]
• These techniques rely on intercommunication among base 

objects (i.e., on some variant of Bracha Broadcast)
• Cannot be applied in pure shared memory model
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• Cannot be applied in pure shared memory model

•• Hashing and fingerprinting [GWGR04, HGR07]Hashing and fingerprinting [GWGR04, HGR07]
• Hash of written data is stored at low bits of the timestamp 

(simplified)
• Can be applied in the pure shared memory model



Poisonous writes (cnt’d)Poisonous writes (cnt’d)
•• Hashing data into low bits of the timestampHashing data into low bits of the timestamp

32 bytes

T H

At writer for write(val): Base objects store 

Distributed Storage: Security and Fault-Tolerance in Distributed Systems course Slide 38

At writer for write(val):
ts = ts+1 replaced by:

T=T+1;
H = SHA-256(val)
ts = T*256+H

Base objects store 
the pair ts/val only if
H=SHA-256(val)

Requires some computational 
capabilities at base objects
(but not communication)



Byzantine readersByzantine readers
•• Intuitive idea: prevent readers from writingIntuitive idea: prevent readers from writing

•• SBQSBQ--L allows readers to write metadata only L allows readers to write metadata only 
• Subscribe/Unsubscribe
• No write-back as in ABD
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• No write-back as in ABD

•• Another possibility: Cryptographic techniques for Another possibility: Cryptographic techniques for 
writeback (apart from signatures)writeback (apart from signatures)
• MACs from servers authenticating the value 
• combined with poisonous write solutions



OutlineOutline
•• Simple distributed storage (Simple distributed storage (b b = 0)= 0)
•• Byzantine base object failures (Byzantine base object failures (b b > 0)> 0)
•• Byzantine client failuresByzantine client failures
•• Performance Performance 

• Optimizing latency
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• Optimizing latency
• Worst case
• Common case

• Minimizing storage blowup

•• SummarySummary



LatencyLatency
•• Frequently considered the most important perfromance Frequently considered the most important perfromance 

metricmetric
• Ideally we would like all operations to be fast (1 round-trip)
• Crash failures: ABD SWMR regular

• all operations fast + optimal resilience

•• w/o digital signatures w/o digital signatures –– for minimal possible latencyfor minimal possible latency
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•• w/o digital signatures w/o digital signatures –– for minimal possible latencyfor minimal possible latency
•• 2 important optimization directions2 important optimization directions

• Worst-case latency
• Common-case latency

• Optimize for synchronous periods, w/o concurrency, with few failures 
[ACKM04, GWGR04, GLV06, ...]

• Avoid write backs in atomic case [GWGR04, GLV06]



WorstWorst--case latencycase latency
•• Not all operations can be fast with optimal Not all operations can be fast with optimal 

resilience and without digital signaturesresilience and without digital signatures
• even in the SWSR safe case
• 2 rounds worst-case latency (pure shared memory 

model) [ACKM04, GV06]
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model) [ACKM04, GV06]



Write lower bound [ACKM04]Write lower bound [ACKM04]
•• If S≤4t, not all writes can complete in a single If S≤4t, not all writes can complete in a single 

roundround--triptrip
• Even for SWSR safe storage
• Unless digital signatures are used

•• Recall that in SWMR ABD we had single Recall that in SWMR ABD we had single 
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•• Recall that in SWMR ABD we had single Recall that in SWMR ABD we had single 
roundround--trip writes alwaystrip writes always



Write lower bound (sketch)Write lower bound (sketch)
•• Assume S ≤ 4t and that all writes complete in a Assume S ≤ 4t and that all writes complete in a 

single roundsingle round--triptrip

•• Writer may expect to write to SWriter may expect to write to S--t ≤ 3t serverst ≤ 3t servers
• If the writer crashes after a write - the remaining t servers 

never receive a value
•• t of these servers may be Byzantinet of these servers may be Byzantine
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•• t of these servers may be Byzantinet of these servers may be Byzantine
• writer writes to at most 2t correct servers

•• t of these are missed by the reader in a read that t of these are missed by the reader in a read that 
follows a writefollows a write
• There are at most t servers with the information about the 

timestamp written by the writer. 
• A subsequent reader cannot trust them!



Read lower bound [GV06]Read lower bound [GV06]
•• If S≤4t, not all reads can reads can complete If S≤4t, not all reads can reads can complete 

in a single roundin a single round--triptrip
• Unless digital signatures are used
• Even for SWSR safe storage
• Even if readers write
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• Even if readers write



Read lower bound (sketch)Read lower bound (sketch)

readerreader

bobo11

bobo

READ( )READ( )

RND1RND1 RND1RND1

READ( )READ( ) READ( )READ( )

RND1RND1
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bobo22

bobo33

bobo44

t=1; S=4t=1; S=4
writerwriter

RND1RND1

RND1RND1

RND1RND1

RND1RND1

WRITEWRITE

RND1RND1

RND1RND1



Common case optimizationsCommon case optimizations
•• Typically try to optimize forTypically try to optimize for

• Synchrony
• No contention (concurrent reads and writes)
• Few failures (if at all)
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•• Question: Is writeback necessary in ABD if Question: Is writeback necessary in ABD if 
the reader receives t+1 confirmations of the the reader receives t+1 confirmations of the 
timestamp/value pair with a highest timestamp/value pair with a highest 
timestamp?timestamp?



Storage blowupStorage blowup
•• Presented solutions use full replicationPresented solutions use full replication

• Each base object stored entire replicated value
•• Storage blowup: Storage blowup: 

Utilized StorageUtilized Storage
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Utilized StorageUtilized Storage
Useful storageUseful storage

•• Replication blowup (ABD, SBQReplication blowup (ABD, SBQ--L): SL): S



Minimizing Storage blowupMinimizing Storage blowup
•• Erasure coding [GWGR04], [CT06], [HGR07]Erasure coding [GWGR04], [CT06], [HGR07]

• Saves storage at base objects
• Encode data in S chunks (when writing) 

• one distinct chunk stored per base object
• any m chunks can reconstruct the shared data

• Storage blowup: S/m
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• Storage blowup: S/m
• Used in conjunction with hash functions

• To identify which chunks correspond to the same original data

•• Appealing to use m=t+1Appealing to use m=t+1
• we need t+1 confirmations anyway
• Orthogonal to many emulations that use full replication

•• Best solutions use m = SBest solutions use m = S--tt



OutlineOutline
•• Simple distributed storage (Simple distributed storage (b b = 0)= 0)
•• Byzantine base object failures (Byzantine base object failures (b b > 0)> 0)
•• Byzantine client failuresByzantine client failures
•• Performance  Performance  
•• SummarySummary
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•• SummarySummary



SummarySummary
Multiple writersMultiple writers

synchronize timestamps!synchronize timestamps!

Byzantine failures require more base objects/serversByzantine failures require more base objects/servers
Can tolerate up to one third of failures Can tolerate up to one third of failures 

Response to Byzantine attacks on ABD:Response to Byzantine attacks on ABD:
•• Resource exhaustion attacks (b.o.)Resource exhaustion attacks (b.o.)

• Non-skipping timestamps
•• Poisonous writes (writers)Poisonous writes (writers)
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•• Poisonous writes (writers)Poisonous writes (writers)
• Reliable broadcast + signatures
• Hash of the data included in the timestamp

•• Malicious responses from b.o.Malicious responses from b.o.
• Digital signatures
• t+1 distinct confirmations (or more)
• Push values to readers

•• Inconsistent write backs (readers)Inconsistent write backs (readers)
• Digital signatures
• Avoid writebacks (when possible)

• Allow readers to write metadata only



Summary (cont’d)Summary (cont’d)
•• CommonCommon--case optimal latencycase optimal latency

• Optimize for synchronous periods, no contention, 
few failures

•• WorstWorst--case optimal latency with optimal case optimal latency with optimal 
resilienceresilience
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resilienceresilience
• Without signatures writes need 2 round-trips (just 

like reads)

•• Storage requirementsStorage requirements
• Erasure coding + hashes
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Reliable broadcast definition Reliable broadcast definition 
(simplified)(simplified)

Primitives:
R-Bcast(msg) at sender
R-Deliver(msg) at recipient

Properties:
1. If a correct sender R-Bcasts msg then some 
correct recipient R-Delivers a msg
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2. If a correct recipient R-Delivers msg and another correct R-delivers 
msg’ then msg=msg’

3. Totality: If a correct receipient R-Delivers a message then all correct 
receipients (eventually) R-Deliver a message

4. No correct receipient R-Delivers a message twice.



Bracha broadcastBracha broadcast

send echo ready

sender

receipients
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upon R-Bcast(m): // sender Ps only
send message (send,m) to all receipients

upon receiving a message (send,m) from Ps:
send message (echo,m) to all receipients

upon receiving 2t+1messages (echo,m) and not having sent (ready,m):
send message (ready,m) to all receipients

upon receiving t+1 messages (ready,m) and not having sent (ready,m):
send message (ready,m) to all receipients

upon receiving 2t + 1 messages (ready,m):
R-Deliver(m)

send echo ready

back



ReviewReview
Atomic: Every execution can be linearized.Atomic: Every execution can be linearized.

p1

write(10)

write(20)
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p2

p3

write(20)

read()=??



ReviewReview
Atomic: Every execution can be linearized.Atomic: Every execution can be linearized.

p1

write(10)

write(20)
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p2

p3

write(20)

read()=20



ReviewReview
Atomic: Every execution can be linearized.Atomic: Every execution can be linearized.

p1

write(10)

write(20)
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p1

p2

p3

write(20)

read()=10



ReviewReview
Regular: In nonRegular: In non--linearizable executions, read returns the value linearizable executions, read returns the value 

written by a last complete write or a concurrent writewritten by a last complete write or a concurrent write

p1

write(10) write(20)

read()=20
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p1

p2

p3

read()=10

read()=20



ReviewReview
Regular: Regular: In nonIn non--linearizable executions, read returns the value linearizable executions, read returns the value 

written by a last complete write or a concurrent writewritten by a last complete write or a concurrent write

p1

write(10) write(20)

read()=20
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p1

p2

p3

read()=10

read()=20


