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Abstract

Today’s business applications and their underlying pro-
cess models are becoming more and more complicated,
making the implementation of these processes an increas-
ingly challenging task. On the one hand, tools and methods
exist to describe the business processes. On the other hand,
different tools and method exist to describe the IT artifacts
implementing them. But a significant gap exists between the
two. To overcome this gap, new methodologies are sought.

In this paper, we discuss a pattern-based modeling and
mapping process. Starting from a business process model,
which emphasizes the underlying structural process pattern
and its associated requirements, we map this model into
a corresponding IT model based on nondeterministic au-
tomata with state variables. Model checking techniques are
used to automatically verify elementary requirements on a
process such as the termination and reachability of states.
Using an example involving coupled, repetitive activitieswe
discuss the advantages of an iterative process of correcting
and refining a model based on insights gained in the inter-
leaved verification steps.

1 Introduction

Business process modeling and reengineering have been
longstanding activities in many corporations in recent years.
Most internal processes have been streamlined and opti-
mized, whereas theexternalprocesses have only recently
become the focus of business analysts and IT middleware
providers. The full integration of all processes within a
supply network is an upcoming challenge that has to be ad-
dressed by network partners and solution providers. The
static integration of inter-enterprise processes as common
in past years can no longer meet the new requirements of
customer orientation, flexibility and dynamics of coopera-

tion. A dynamic integration of processes becomes manda-
tory, which is obviously much harder to achieve.

A major prerequisite for dynamic integration is thereli-
ability andflexibility of the processes involved. Although
companies will work together and might even form what is
known as a virtual enterprise, they will usually not reveal
the details of their internal processes to each other. Fur-
thermore, even integrated business processes are subject to
change, i.e., a company commits itself to providing a pro-
cess with a certain input and result, but still wants to re-
tain the freedom to internally reorganize and optimize its
processes as necessary. Consequently, traditional business
process modeling techniques fail to describe loosely cou-
pled business processes, the structure of which is opaque
or completely hidden. New modeling methods are sought
that allow the challenges of reliability and flexibility to be
addressed.

The new paradigm ofweb services[3] allows compa-
nies to describe the external structure of their processes and
how they can be invoked via XML-based messaging using
WSDL, the web services description language. Standards
such as RosettaNet [20] and ebXML [8] provide means
to describe the choreography of message exchanges in an
implementation-independent way, which is crucial to en-
abling two trading partners to communicate without either
placing constraints on the other’s implementation.

WSFL [17] and XLANG [22] are two XML-based
choreography languages for explicitly describing service
flows within a business process that may be composed of
multiple web services. They assume an execution environ-
ment (“orchestration engine”) for programs written in the
language. WSDL is used with these languages to provide
the externally visible description of the individual web ser-
vices in the composition.

The new languages make the communication and inter-
action structure of a business process explicit, which is a
prerequisite for the flexible composition of processes. Fur-



thermore, languages such as WSFL and XLANG possess
an operational semantics that enables the orchestration en-
gine to directly execute the flow models specified in the lan-
guage. This makes them very different from other business
process modeling languages such as UML [9], which allow
a business process to be described in detail, but the specifi-
cation has then to be translated into an IT implementation
by a human IT expert. Although the various views provided
by UML on a business process strongly support this trans-
lation process, mismatches and communication misunder-
standing can still happen. The flow models reduce the need
to directly translate a business process model into a low-
level programming language. Instead, a business process
model is mapped into an IT flow model that can be regarded
as a form of a high-level implementation language—the
model is directly executable or can be automatically trans-
lated into another target language. As such, the IT flow
model provides a useful abstraction for business process
mapping.

Nevertheless, how the mapping from the business model
to the IT flow model will proceed, is still an unexplored
issue. The new approach has the potential of yielding ex-
ecutable business process specifications, but we cannot ex-
pect that flow models will be written by hand. Instead they
have to be derived from the higher-level business process
specification. By addressing this derivation process, we
hope that the continuity of the design and implementation
process can be further improved and that the gap between
the business analyst’s view and the IT specialist’s view can
be further reduced.

The key problem is the following. Given a business pro-
cess model, for example in UML, and an IT model, for ex-
ample in WSFL, how can one know that they are consistent
with each other? In other words, how can one determine
whether the IT model actually preserves the essential re-
quirements of the business process model?

This is the question we explore in this paper, which is
organized as follows. In Section 2, we discuss the represen-
tation of business process models and the need to make pro-
cess requirements explicit. Section 3 explores the pattern-
based mapping of business models into automata-based IT
models and the translation of process requirements into log-
ical formulas, which can then be automatically verified us-
ing model checking techniques. Section 4 describes an it-
erative process of model correction/refinement and subse-
quent model checking until all process requirements have
been verified. In Section 5, we briefly review related work,
and conclude with a summary and an outlook on future
work in Section 6.

2 Business Process Requirements

The various approaches for business process modeling
and the tool sets implementing them have numerous fea-
tures in common. They all try to capturewhich business
tasks are going to be automated,wherethe automating sys-
tem is going to be deployed,who will use it, andhow it
will integrate with other systems. In a nutshell, we find the
following typical elements in a business process modeling
language [9]:� Theorganizational modeldescribes the roles and areas

of responsibilities within an organization with respect
to the activities of a business process. It presents a
more static view of a process.� Thecontrol flowdescribes the order of execution and
the dependencies among the various activities.� The data flowdescribes how the business entities (or
artifacts) are manipulated by the various activities.� Use casesdescribe the context of a business process
and its externally visible behavior.� Collaboration diagramscan further document how
business agents and artifacts work together to perform
a function.

All this information together provides an accurate semi-
formal specification of the business process. In particu-
lar, the process requirements—whenan activity executes,
howoften it will execute, andunder what conditionsit will
end—can usually only be described informally in the form
of use cases or textual descriptions in some natural lan-
guage. But precisely this information is crucial for a busi-
ness process to perform as a reliable partner within a larger,
dynamic business environment.

In order to guarantee reliability, the process model must
contain a specification of its requirements that includes the
following properties:� the requirement specification must be unambiguous,� it must carry over to the IT model,� it must be automatically verifiable in the IT model.

Only under these conditions will we be able to guaran-
tee that an IT model implements a given business process
model. Although a candidate for an unambiguous formal
specification exists, namely mathematical logic, it is hard
to imagine that a business analyst will use it to describe the
process requirements. Therefore, “wrappings” into more
friendly formalisms have recently been proposed, see for
example [2].
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Here, we explore another approach. We focus on typical
structural patternsthat occur frequently in business pro-
cesses. We map them to typical automata structures that
provide the semantics of the IT model and the orchestration
engine executing these models. We define typicalproperties
of these patterns that are of particular interest and that are
subject to an automatic verification. We do not aim at hav-
ing the business analyst do this work, but by providing typ-
ical patterns we hope to facilitate communication between
business and IT expert. Furthermore, we believe that an
IT model will not be a one-to-one mapping of a business
model, but more a consistent refinement. The properties
will provide additional information, for example the choice
of a particular web service to implement a given business
activity within the process. In summary, we make the re-
quirements of the business process explicit—as only then
can we verify whether subsequent refinements of the IT
model will preserve these requirements.

In the following we discuss our approach with the help
of an example introduced below.

3 Formalization and Verification of Process
Requirements

A very common pattern occurring in business processes
is that ofloosely coupled, repetitiveactivities. TheRequest
for Quotation(RFQ) process is a typical instance of this pat-
tern: a request for quotation is sent out to various business
partners; the returned quotes are received and collected, and
finally the best quote is selected. In this example, sending
and receiving quotes are typical repetitive activities. Al-
though such a pattern is very frequent, it poses a real chal-
lenge to modern work flow management systems [18]. Fig-
ure 1 illustrates this pattern.
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Figure 1. A pattern of loosely coupled, repeti-
tive activities within the context of a business
processes.

In the remainder of this section, we will start from an in-
formal (in natural language) but more detailed description
of this process. Then we map the business process model
to a formal IT model based on nondeterministic automata.
This step is facilitated by explicitly stating the businesspro-
cess pattern. Next, we translate the business process re-
quirements into a formal language stating properties of the
corresponding IT automata model.

Once we have a formal IT model plus the properties cor-
responding to the process requirements, we can automat-
ically check whether these properties are satisfied in the
model with the help of amodel checkingprocedure [6, 1]
that explores all possible traces of behavior described in the
IT model. In case of any violations of properties or unde-
sired behaviors, the model checking procedure will output a
counterexample, which demonstrates the courses of wrong
behavior. An analysis of this counterexample provides in-
formation that helps to correct and refine the IT model.

3.1 RFQ Process

The RFQ process starts when a purchasing agent sends
out a request for quotation to a set of selected vendors. After
having received a quote from each vendor, or after a dead-
line has elapsed, an evaluation process to select the best
quote is begun. The business process is composed out of
the following activities:

1. The send notificationactivity models the repetitive
sending of the request for quotation from the purchas-
ing agent to a preselected set of vendors.

2. Thereceive quotesactivity occurs when the purchasing
agent receives a quote from a vendor.

3. Thedecide dispositionactivity compares the various
quotes with each other. It takes place after either a
quote from each vendor has been received or a dead-
line has elapsed; at least one quote must have been re-
ceived.

Identifying this process as an instance of the “coupled,
repetitive activities” structural pattern is an importantstep
during the business process modeling. It allows the require-
ments of the various activities to be made explicit:� Sendrepeats a certain number of times until all se-

lected vendors have been notified. In the process
model (and of course in the corresponding IT model)
we cannot foresee how many times this activity will be
executed.� Receiveis also a repetitive activity, but it is definitely
linked with send. Assuming that the orchestration en-
gine provides us with some message correlation pro-
cess, we will be able to check whether a quote received
corresponds to a request sent. In this case, a corre-
sponding event will occur and the quote is added to
the collection of quotes answering the previoussend
activity. It is obvious that we do not expect more
quotes to arrive than requests have been sent (those
non-correlated messages are dealt with in a separate
process), but there can be fewer if some vendors did
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not respond. It is therefore natural to associate not
only a linking condition with this activity, but also a
deadline, i.e., a timeout event will end the waiting for
arriving quotes when the deadline set in the send activ-
ity has elapsed.� Decide is not a repetitive activity in this model and
takes place after send and receive have terminated.
This can happen if either a timeout occurred or all ex-
pected quotes have arrived. An evaluation makes sense
only if at least one quote has been received.

To each structural pattern on thebusiness process model
side, we associate one or more possible patterns on theIT
modelside based on nondeterministic communicating au-
tomata. We emphasize that the choice of an IT model is
not unique, but that many possible control patterns may be
applicable in order to implement a business process. We
believe that providing pattern libraries extracted from best
practices nevertheless has the potential in many cases to fa-
cilitate and even partially automate the difficult process of
mapping a business model into an IT model.

3.2 Pattern-based Mapping of Models

For our example involving two loosely coupled, repet-
itive activities, we choose a model based on two linked
counting automata as shown in Figure 2.1

Figure 2. An initial automata model of two
coupled, repetitive activities.

We use a general nondeterministic automata model with
state variables and transition guards. A state in the automa-
ton is an assignment of values to state variables. A state
variableactivity represents the business activity that is exe-
cuted by some agent (human or system). Theactivity vari-
able can take the possible valuesinitialize, send request,
stop sending, receive quote, error, evaluate. A state variable

1Alternative IT models will be discussed at the end of Section4.

stagerepresents the stage of the business process in which
an activity is executed. Thestagevariable can take the pos-
sible valuesnotification, hold, disposition, andfailure. The
state variablesn andk represent the number of sent and
received quotes, respectively. They are shared by the two
(sub-)automata modeling thesendandreceiveactivities and
thereby allow these two automata to link to each other. A
constantbound, which has an arbitrary, but fixed value rep-
resents the maximum (finite) number of requests that will
be sent. All states withstage=notificationare marked as the
initial states of the process fragment we consider, all states
with stage=dispositionrepresent goal states. The state vari-
abletimeoutis a Boolean variable that can change its value
in a nondeterministic manner.2

The automaton interacts with the state variables in two
ways:

1. Guards: A transition cannot occur unless a condition
on one or more state variables holds.

2. Assignments: A transition can modify the value of one
or more state variables.

A transition from one state to another occurs if and only
if its guard condition is true. A transition leads to another
state by modifying the value of one or more state variables.
There are two more remarks we should make regarding this
model: First, we do not explicitly model the occurrence of
external events, e.g., as the output of some other process,
but capture their possible occurrence by the nondetermin-
ism in the automaton. Second, the symbolic representation
we use allows us to speak about sets of states instead of
single states. The circles in Figure 2 (and all subsequent
figures) represent sets of states (more precisely, sequences
of states) during which thestagevariable does not change
its value, but other state variables do change. For example,
the process remains instage=notificationas long asactiv-
ity=send requestand the guard conditionn = bound are
not satisfied. Byunfolding the automaton, we obtain the
state graphshowing the possible transitions, cf. [1].

The initialize activity models the entry into the process
fragment we wish to implement with our IT model. As we
adopted the pattern of two linked counting automata, it is
accompanied by the initialization of the two counter vari-
ablesn andk. The IT model also contains an explicitfail-
ure state, which was not foreseen in the original business
model, but which represents a refinement of it following
from an analysis of thehold stage. The process remains in
this stage as long as either all quotes have been received or
the timeout occurred. Furthermore, theevaluationactivity

2In fact, thestagevariable is even redundant in the model. We leave
it only for the purpose of illustrating the different phasesin the process.
This hopefully makes it easier to understand the definition of the transition
relation to follow.
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only makes sense if at least one quote has been received.
From this information, the guard conditions on the two pos-
sible nondeterministic transitions can be extracted3:� If :timeout ^ k < n the process loops in the hold

stage.� If (timeout ^ k > 0) _ k = n the process enters the
disposition stage.

Inspecting these two conditions, one realizes that the im-
portant case oftimeout ^ k = 0 is not covered in the
business model. The IT model refines the business model
by adding a third transition into a failure state guarded by
precisely this condition. The disjunction of the three possi-
ble guard conditions forms a logical tautology—a clear in-
dication that all possible situations have now been covered.
Furthermore, we see that only one of the transitions can be
satisfied in any situation, i.e., how thehold stage is left is
deterministically defined. The only nondeterminism in this
example remains in the timeout event, which is not under
the control of the process we consider.

The automaton in Figure 2 is supposed to represent a
refinement of the original business process model obtained
by mapping the business pattern of two coupled, repetitive
activities into the IT pattern of two linked counters. To
verify this claim, we need to ensure that the requirements
placed on the process model carry over to the IT model.
The local requirements on each activity have been formal-
ized manually by introducing the guard conditions on the
transitions. Although one can imagine that the formulation
of guard conditions can be further supported by providing
guard templates with the various patterns, designing an IT
model will always remain a highly skilled activity. Dur-
ing the design process, an IT expert needs feedback regard-
ing theglobal consistency of her/his model. This can be
achieved by examining the possible traces of behavior im-
plied by the model and verifyingglobal properties of the
model. Two types of properties are of particular impor-
tance: reachabilityand liveness, which we will discuss in
the next section.

3.3 Global Requirements on Models

A reachabilityproperty states that a particular situation
can sometimes be reached. For any IT model it is of par-
ticular interest to verify the reachability of the goal state(s)
and to examine the sequences of activities through which
the goal state(s) can be reached.

A livenessproperty expresses that, under certain con-
ditions, a situation willultimatelyoccur. This formulates

3For readers unfamiliar with the basic logical notation:: stands for the
negation of a formula,̂ represents logical conjunction (both conjuncts
must evaluate totrue in order for the formula to becometrue), _ stands for
the non-exclusive OR, and!means logical implication.

a much stronger condition than mere reachability. With a
liveness property, we require that, independent of the sys-
tem behavior, a particular situation can always be reached.
Terminationof a process is a liveness property. Whereas
reachability only requires that there is a trace of behavior
leading to the goal state, liveness requires that the goal state
is reachable via any of the possible traces of behavior.

For the pattern of linked counters, termination is of par-
ticular interest and not at all a property, which is obvious to
see. This means, similarly to associating business process
models with certain structural patterns and mapping these to
possible IT patterns, we associate certain business process
requirements with properties of the IT model that are sub-
ject to automatic verification. By identifying the initial and
goal state(s) of the IT model automaton, the corresponding
termination condition, i.e., thetermination in one or more
designated goal states, can be derived automatically.

In the following, we will discuss the automatic verifica-
tion of the termination property in more detail. In princi-
ple, we can base the verification on two techniques: First,
one can identify a property in the process, which can be
described by a bounded and strictly monotonically decreas-
ing function. By conducting amathematical proof, which
shows that the function will ultimately reach this bound in-
dependent of what the trace of behavior is, we can establish
the termination of the process. Second, we can use asym-
bolic model checking procedureto enumerate exhaustively
the set of possible reachable states underlying the process
model. If each trace of behavior ends in a designated goal
state, the process will terminate. In this paper, we present
our experiences with the second approach.

3.4 Verifying Termination via Model Checking

So far, we used automata as the basis of the operational
models by which we specify the behavior of the processes
and their implementing systems that we wish to investigate.
This approach is not new and has been used successfully in
the development of reactive systems [11] and in the VLSI
design process [21]. The next step is to use a formalism with
which we can formulate precisely the properties we wish to
investigate further. An ideal candidate for this is theCom-
putation Tree Logic(CTL) [5]—a temporal logic especially
suited for behavioral descriptions of reactive systems with
discretetime. CTL extends standard-first order predicate
logic with temporal operators and path quantifiers that help
to express statements about the possible traces of behavior
in a system. In the following, we will review the main con-
structs in CTL that allow us to verify the termination of our
IT model. The reader is referred to [6, 1] for more details.

If p denotes a logical formula representing a property
satisfied in a states, thenX p (“next p”) states a property
satisfied in a successor state ofs, G p (“globally p”) states a
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property satisfied inall future states (without saying which
states),F p (“finally p”) states a property satisfied insome
future state. Using these operators we can express prop-
erties aboutonepossible trace of behavior of the process,
i.e., one path of execution of the automata. As many differ-
ent traces of behavior are possible, we need path quantifiers
that allow us to express the tree aspect of the behavior. A
formulaA p (“ for all paths”) states thatall the executions
out of the current state satisfy the propertyp, whereas the
formulaE p (“ it exists some path”) states that there is at least
onepath of execution satisfyingp.

By combining temporal operators and path quantifiers
we can formulate the termination property of interest:AG �(initial state)! AF (goal state)�;
which states that it is invariantly true on all paths that if the
execution starts in the initial state (or a set of states satisfy-
ing a CTL formula), it will eventually reach the goal state(s)
independent of the execution path taken.

Writing CTL statements requires experience, and under-
standing CTL statements written by others might require
even more experience—the reason why we opt for the sup-
port of the modeling process by providing predefined struc-
tural patterns.

Given the automata model in Figure 2, we can auto-
matically derive its corresponding termination property as
a CTL formula:AG �(stage = notification)! AF (stage = disposition)�:
A further advantage of using CTL is the availability of nu-
merous model checking tools that allow us to verify proper-
ties of interest automatically. In our experiments, we used
the NuSMV model checker [4], which is an improved im-
plementation of the famous and widely used SMV model
checker [19]. SMV performs symbolic model checking of
CTL formulas on networks of automata with shared vari-
ables. In order to use NuSMV, the automata model has to
be translated into the input language of SMV. This process
can be automated when starting from a representation as in
Figure 2, which is limited to predefined patterns. Otherwise,
it will require skill in using model checking tools. This may
become a future requirement of IT architects anyway, as is
already the case in the area of VLSI design.

Without going into excessive detail, the SMV represen-
tation can be summarized as follows. We declare the state
variablesstage, n, k, timeout, andactivityas variables in the
SMV program. Theboundconstant has to be assigned a
specific value as SMV cannot represent arbitrary, but fixed
values—which is a clear drawback when using it for termi-
nation proofs, as we want to prove termination for arbitrary
bounds on the countersn andk. One can work around this
limitation by repeating the model checking process for all

possible bounds, but this is somewhat clumsy. As an ex-
ample of this, we show the model checking process for the
case ofbound = 4.4

MODULE main
VAR
stage : {notification, hold, disposition,

failure};
n : 0..4;
k : 0..4;
time_out : boolean;
activity : {send_request, stop_sending,

receive_quote, error,
evaluate, initialize};

Next, we assign initial values to the state variables if we
do not want the model checker to assign a value nondeter-
ministically:

ASSIGN
init(stage) := notification;
init(n) := 0;
init(k) := 0;
init(activity) := initialize;

The more complicated part of the program defines the
value of a state variable in the next state depending on the
value of other state variables evaluated in the current state.
We use case statements to describe different possible con-
ditions. This information can be extracted from the guarded
transitions in the automata model. For each state variable,
one case statement is needed. As SMV requires the transi-
tion relation to betotal, the final (and default) case (marked
with 1 standing fortrue) simply asserts that if none of the
previous cases applies, the value of the state variable re-
mains unchanged.5

next(stage):= case
stage=notification & n<4
: notification;
stage=notification & n=4
: hold;
stage=hold & !time_out & k<n
: hold;
stage=hold & time_out & k=0
: failure;
stage=hold & (time_out & k>0 | k=n )
: disposition;
1 : stage;

esac;

4Given this limitation of SMV, we are therefore interested inalternative
methods for termination checking or alternative representations of loops,
see Section 6.

5We show the original SMV syntax with “!” standing for negation,
“&” standing for conjunction, and “j” standing for disjunction. A case
statement has the syntaxcondition: new value.
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next(n):= case
stage=notification &
next(stage)=notification & n<4
: n+1;
1 : n;
esac;

next(k):= case
stage=hold & next(stage)=hold & k<n
: k+1;
1 : k;
esac;

next(activity):= case
stage=notification & next(stage)=notification
: send_request;
stage=notification & next(stage)=hold
: stop_sending;
stage=hold & next(stage)=hold
: receive_quote;
stage=hold & next(stage)=failure
: error;
stage=hold & next(stage)=disposition
: evaluate;
1 : activity;
esac;

Finally, the property we want to verify is added as a spec-
ification to the SMV program.

SPEC
AG(stage=notification

-> AF(stage=disposition))

When feeding this SMV program into the NuSMV
model checker, we obtain a counterexample, showing that
the program does not always terminate in the desired goal
states, but gets locked in a state satisfyingstage = failure.
The counterexample shows an execution path by listing the
sequence of states forming this execution. In each state only
those variables are shown whose value changes.

-- specification
AG(stage=notification

-> AF(stage=disposition)) is false
-- as demonstrated by the following

execution sequence

State 1.1:
stage = notification
n = 0
k = 0
time_out = 0
activity = initialize

State 1.2:
n = 1

activity = send_request

State 1.3:
n = 2

State 1.4:
n = 3

State 1.5:
n = 4

State 1.6:
stage = hold
time_out = 1
activity = stop_sending

-- loop starts here --
State 1.7:
stage = failure
time_out = 0
activity = error

Simply removing the failure stage does not eliminate the
deadlock. In our example business model, no failure situa-
tion was mentioned. When removing from the IT model in
Figure 2 the failure stage and the transition leading into it,
NuSMV will still detect a deadlock in theholdstage, which
cannot be left in case a timeout occursbeforeany quotes
were received. This means, the model checker discovers
the incomplete specification of the transition relation even
in the business model we discussed above.

-- loop starts here --
State 1.6:
stage = hold
time_out = 1
activity = stop_sending

The counterexample provides interesting insight into the
IT model. It tells an IT architect that if a timeout occurs
immediately after reaching thehold stage, then thefailure
stage is entered and the process remains there. There is a
loop indicating that thefailure stage is entered infinitely of-
ten, which is triggered by the default transition in the case
statement specifying the values of thestagevariable. This
means, none of the other specified transitions can fire given
the path of execution shown in the counterexample and thus,
the default transition is taken infinitely often.

Counterexamples may suggest refinements and correc-
tions of the model in order to meet the required behavior. In
the next section, we discuss possible changes to our model.

4 Refining the IT Model

In the next design phase, we enter a process of iterative
changes of the IT model and subsequent verification of the
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termination property. Recalling our discussion from the be-
ginning of the example, it was perhaps not a good idea to
introduce an explicitfailure situation into the model. The
business model did not mention such a situation and maybe
the business analyst would rather assume that the RFQ pro-
cess is repeated in this case. Therefore, a reasonable correc-
tion of the IT model would be to redirect the transition back
into thenotificationstage iftimeout^ k = 0, i.e., to restart
the entire RFQ process in the case of a failure (perhaps after
changing the conditions in the RFQ, a detail not discussed
further here). The corrected model is depicted in Figure 3.

Figure 3. Corrected model with a restart loop.

Now, if a timeout occurs and no quotes have been re-
ceived yet, a transition is fired, which restarts the notifica-
tion process and resets the countern back to zero. If we ver-
ify the termination of this model, we detect another loop—
this time not caused by locking the process in a non-goal
state, but by an infinite transition between two subsequent
states.

-- specification
AG(stage=notification

-> AF(stage=disposition)) is false
-- as demonstrated by the following

execution sequence

State 1.1:
stage = notification
n = 0
k = 0
time_out = 0
activity = initialize

-- loop starts here --
State 1.2:
n = 1
activity = send_request

State 1.3:
n = 2

State 1.4:
n = 3

State 1.5:
n = 4

State 1.6:
stage = hold
time_out = 1
activity = stop_sending

State 1.7:
stage = notification
n = 0
time_out = 0
activity = restart_process

State 1.8:
n = 1
activity = send_request

The model checker provides a counterexample demon-
strating that the termination property is false. In fact, one
possible behavior of our model is a loop starting from a
state satisfyingstage= notification, arriving instage = hold,
going immediately back tostage = notificationagain, and
continuing this loop indefinitely. The loop is caused by
the fact that immediately after entering a state satisfying
stage=hold, a timeout occurs, which fires therestart pro-
cessactivity. This means that in case of a broken com-
munication pipeline with the vendors, this process could
be restarted infinitely often. No quotes will arrive, but a
timeout will always eventually occur. Such a situation is
not impossible, although perhaps rare. Termination is not
guaranteed in our refined model. If we assume that it is
not infinitely often possible that no quotes arrive, but in-
stead that a timeout occurs, we would expect that termina-
tion is guaranteed. This assumption can be added to the
model as afairness constraintmaking explicit our confi-
dence in the communication pipeline. A fairness constraint
expresses that, under certain conditions, an event or prop-
erty will occur (or fail to occur) infinitely often. In our case,
we want to add to the model our conviction that the time-
out event will fail to occur infinitely often when entering
the hold stage. Fairness constraints cannot be directly ex-
pressed in CTL, but require an extension of the language.
However, many model checking tools allow one toassert
certain fairness properties to hold in the model. This causes
the model checker to consider onlyfair paths, i.e., paths
satisfying the fairness constraint. It does not mean that the
fairness constraint can be verified, which is a much trickier
issue. The fairness constraint in our case reads:

FAIRNESS :(stage = hold ! timeout):
Under this fairness assumption, the model checker confirms
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that our automata will always terminate in the goal state.
The fairness constraint can also trigger a further refine-

ment of the IT model, namely an introduction of a bound on
the restart loop as shown in Figure 4. A new variableI is in-
troduced into the model, which counts how many times the
restart loop is iterated. If the loop is iteratedmax times and
still no quotes have been received, the process terminates
in a state satisfyingstage =failure, which we reintroduced
into the model. In all other cases, it will reach a goal state
satisfyingstage = disposition. We can formally verify the
termination by reformulating the corresponding CTL for-
mula and specifyingfailure anddispositionas the two legal
goal states of the process.AG �(stage = notification)! AF (stage = disposition_ stage = failure)�:
This specification can now be verified even if the fairness
constraint is dropped again from the model.

Figure 4. Final model with a bound on the
restart loop.

The use of formal verification techniques allowed us to
express the termination condition in our model and to verify
it. In the case of a failing verification attempt, we were able
to correct the model based on the information provided in
the counterexample. The approach also helped us identify
the assumptions according to which termination is guaran-
teed. Such assumptions often remain implicit in the model
and lead to implementation failures quite frequently if a
business process is changing and the IT model has to be
adapted according to the change.

Finally, we want to show an alternative IT model that
could be used to implement the RFQ process. The model
we considered so far introduces two separatenotification
and hold stages in the process, i.e., first, all requests for
quotation have to be sent out, then the quotes are received.
In many situations, we would rather have a more flexible
process design, in which thesend requestandreceive quote
activities can be interleaved with each other. This can be
achieved either by merging thenotificationandhold stages

or by allowing a nondeterministic transition between both
stages during the RFQ process. We briefly discuss the sec-
ond variant below.

Figure 5 shows a possible starting point for an IT model
with interleaved sending and receiving activities. We note
that two loops can occur between sending and receiving
quotes. The first loop is caused by interrupting thenotifi-
cation stage in order to receive quotes and then using the
resume sendactivity to return to thenotificationstage. The
second loop is caused by the timeout event in the case that
no quotes have been received and uses the activityrestart
processto repeat the RFQ process. Guaranteeing the termi-
nation of such a more complex, but also more realistic pro-
cess model becomes an even more important task and can
again be supported by the use of formal verification meth-
ods. In this example, true nondeterminism in the transitions
can occur, which reflects that an agent can rather freely de-
cide how to perform the RFQ process.

Figure 5. Alternative IT model with interleaved
sending and receiving activities.

Termination of the process modeled in Figure 5 can be
verified under the following fairness assumption:

FAIRNESS :�stage = hold! (timeout _ k < bound)�;
which expresses that it is not infinitely often true that if be-
ing in a state satisfyingstage = holda timeout occurs or not
all quotes have been received.

5 Related Work

The formal specification of system and process models
and the automatic verification of their properties is a long-
standing area of research. Practical and widespread appli-
cations can be found in the area of reactive systems [11]
and VLSI design [21]. Model checking has become a very
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popular method to verify the properties of finite-state con-
current systems [6, 1]. Only recently have these methods
attracted increasing interest in the area of business process
automation and integration. Various research approaches
can be observed.

Several approaches try to make formal methods more
amenable to business analysts. For example, [2] proposes
a new interface language for SMV that combines an object-
oriented representation with an action language. In [12],
the language Promela is used to model business processes,
and the process requirements are specified in the temporal
logic LTL. SPIN, another model checking tool, is used to
verify LTL specifications in Promela models. A library of
elementary process patterns is provided, out of which busi-
ness processes can be composed. The patterns are simpler
than the one we discussed here and focus on the ordering of
activities. For example, the authors distinguish between an
activity thatcan follow another activity and an activity that
mustfollow it. The activities themselves can be named and
ordering constraints between them can be specified, but the
conditions under which an activity executes cannot be made
explicit. The verification focuses on reachability properties,
i.e., by asking whether a certain state can never be reached
in the process, SPIN will output counterexamples show-
ing sequences of activities reaching this state if they exist.
These sequences are then investigated further and may lead
to a refinement of the model.

The need to equip languages such as UML with a non-
ambiguous semantics before model checking techniques be-
come applicable is discussed in [7], whereas [10] discusses
the use of standardized ontologies as a semantic foundation
of business process models.

The few proposals published so far seem to initiate a
discussion of the suitability of the different modeling for-
malisms. So far, we have been able to identify an approach
based on Petri nets [14] and one based on graph grammars
[15]. An action-oriented representation of business pro-
cesses based on the language ConGolog is presented in [16],
and the applicability of theLanguage Actionapproach to e-
commerce is discussed in [13].

In our own work, we have investigated the usability of
automata with state variables, a formalism that appears to be
especially attractive due to the availability of model check-
ing tools. Given the limited experience with formal meth-
ods in business modeling, none of the approaches appears
to be superior compared to the others. We agree with the
authors of [14] that the activity-centered view of business
process models and the state-based view adopted in model
checking of concurrent systems pose a particular challenge,
which needs to be further explored.

6 Summary and Outlook

We discussed a pattern-based approach to the mapping
problem in business process automation and integration.
Starting from a business process model given in some com-
mon modeling language, we emphasized the need to explic-
itly state the requirements of the process and its underlying
structural pattern. For example, we showed how a process
based on the structural pattern ofcoupled, repetitive activ-
ities is mapped into an IT model based on linked counting
nondeterministic automata with state variables. Based on
the example, we discussed how the automatic verification
of process requirements—in our case the termination of the
process in a designated set of goal states–can support an
iterative approach of correcting and refining the IT model
and making explicit assumptions that otherwise often re-
main hidden in the model.

We used symbolic model checking as a general approach
to the verification of finite-state concurrent systems. Al-
though model checking is a computationally hard problem,
we argue that the complexity of business processes willnot
prevent the use of this technique. First, symbolic represen-
tation methods allow us to talk about entire sets of states
instead of only individual states. Second, business process
models appear to be bounded to a reasonable size; even if
they do become large, they often inhibit structural informa-
tion that permits a further decomposition of the process into
subprocesses.

Current work is devoted to analyzing various structural
patterns of business process models and their corresponding
IT models. Typical examples arebranchingandmergingof
activities and theinterruptionandinterleavingof activities.
We are especially interested in verifying the termination of
processes in designated end states. Our example based on
two counters showed a clear limitation of the SMV model
checking tool, which did not allow us to specify an arbi-
trary, but fixed bound on a state variable. Instead, the veri-
fication process had to be repeated for all possible bounds.
We are currently developing alternative representations of
loops that avoid this limitation.
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