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Abstract

It is a well-known problem that intrusion detection sys-
tems overload their human operators by triggering thou-
sands of alarms per day. As a matter of fact, we have
been asked by one of our service divisions to help them
deal with this problem. This paper presents the results of
our research, validated thanks to a large set of operational
data. We show that alarms should be managed by identi-
fying and resolving their root causes. Alarm clustering is
introduced as a method that supports the discovery of root
causes. The general alarm clustering problem is proved to
be NP-complete, an approximation algorithm is proposed,
and experiments are presented.

1. Introduction

In response to attacks against enterprise networks, ad-
ministrators are increasingly deploying intrusion detection
systems (IDSs). These systems monitor hosts, networks, or
other resources using a variety of techniques [25, Chapter
2]. Unfortunately, the use of intrusion detection has given
rise to another difficult problem, namely the handling of
a generally large number of alarm messages (alarms, for
short). In fact, it is not uncommon for an IDS to trig-
ger thousands of alarms per day, up to 99% of which are
false positives [17, 24]. Investigating alarms manually is
not only error-prone but also a waste of human time and
energy [3, 24]. This paper presents a novel semi-automatic
approach for handling intrusion detection alarms efficiently.

The root cause of an alarm is the reason for which it oc-
curs. We have made the key observation that a small num-
ber of root causes generally accounts for over 90% of all
alarms. Moreover, these root causes are mostly configura-
tion problems and do not disappear unless someone fixes
them. Clearly, these 90% of alarms are highly redundant as
their root causes are stable; even worse, these alarms dis-
tract the ID analyst from finding the real attacks.

Motivated by the above observations, we have investi-

gated techniques to efficiently handle large groups of re-
dundant alarms. The outcome of this research was a semi-
automatic process that consists of two steps: Step one iden-
tifies root causes that account for large numbers of alarms.
Step two removes these root causes and thereby dramati-
cally reduces the future alarm load. Indeed, the experiment
of Section 4 shows how the one-time effort of identifying
and removing root causes pays off by reducing the future
alarm load by 82%. This is significant as it enables the ID
analyst to henceforth concentrate on the remaining 18% of
alarms. As a general rule, root cause identification and re-
moval should be done roughly once a month in order to keep
up with changes in the computing environment.

This paper focuses on the first of the above two steps,
namely the identification of root causes. To support the
identification of root causes, we have developed a novel
technique, called alarm clustering. The motivation for
alarm clustering stems from the observation that the alarms
of a given root cause are generally “similar” (Section 2.3
will formally define our notion of similarity). Alarm clus-
tering reverses this implication and groups similar alarms
together, assuming that these alarms also have the same root
cause. For each alarm cluster, a single so-called generalized
alarm is derived. Intuitively, a generalized alarm is a pattern
that an alarm must match in order to belong to the respec-
tive cluster. We show that knowledge of generalized alarms
vastly simplifies the identification of root causes.

By way of illustration, here is a short list of root causes
that we have observed in our work:1

– A broken TCP/IP stack that generates fragmented traf-
fic and thereby triggers “Fragmented IP” alarms.

– A firewall that has Network Address Translation
(NAT) enabled funnels the traffic of many users and
thereby occasionally seems to perform host scans. In-
deed, a NAT-enabled firewall acts as proxy for many
users. When these users simultaneously request ex-
ternal services, then the firewall will proxy these re-
quests and the resulting SYN packets resemble SYN
host sweeps.

1Related examples by different authors can be found in [15] and [27].



– A misconfigured secondary DNS server which does
half-hourly DNS zone transfers from its primary DNS
server. The resulting “DNS Zone Transfer” alarms are
no surprise.

It is instructive to examine the first example of the bro-
ken TCP/IP stack more closely. Obviously, all the result-
ing “Fragmented IP” alarms have the same source address.
Now, let us suppose that the broken TCP/IP stack belongs
to a Web server. Then, the source ports are identical, too
(namely 80). Furthermore, assuming that the Web server
is used primarily on workdays, we will observe that the
bulk of alarms occurs on workdays. In summary, this ex-
ample shows that all alarms of a given root cause are “simi-
lar”. Our alarm clustering algorithm groups these alarms to-
gether and summarizes them by a single generalized alarm
such as “Your Web server triggers many ’Fragmented IP’
alarms on workdays!”.

Clearly, a generalized alarm like the above facilitates the
identification of root causes, but human expertise is still
needed. Therefore, alarm clustering only supports the dis-
covery of root causes, but does not completely automate it.
However, as we gain experience with alarm clustering, we
observe that certain types of generalized alarms always oc-
cur for the same root causes. Therefore, one can build a
knowledge-based system that automatically maps general-
ized alarms to their most probable root causes. That way,
root cause analysis can become fully automatic, but the
details of such a knowledge-based system are beyond the
scope of this paper.

The novel contribution of this paper is fourfold: First,
root cause identification and removal is introduced as a safe
way to manage intrusion detection alarms efficiently. Sec-
ond, we present and validate a novel clustering algorithm
that groups similar alarms together and summarizes them
by a single generalized alarm. Third, we show that it is
usually quite straightforward to derive the root cause of a
given generalized alarm. Finally, we show that removing
root causes can dramatically reduce the future alarm load,
thus enabling a much more thorough analysis of the remain-
ing alarms.

1.1. Related Work

So far, the problem of alarm handling has received lit-
tle attention in the intrusion detection community. In [24],
S. Manganaris et al. mine association rules between ad-
jacent alarms. These association rules are subsequently
used to implement anomaly detection on the IDS alarm
stream. Also related is the work by A. Valdes and K. Skin-
ner [31]. Their approach uses similarity-based alarm corre-
lation, both to suppress false positives and to improve sen-
sitivity to true positives. However, their overall framework,
formalism, and notion of similarity are very different from

ours. Finally, our earlier work [17] uses alarm patterns to
filter out false positives, but proposes neither a systematic
approach nor tool support to discover the alarm patterns.

In the Spice/Spade project [29], S. Staniford et al.
have designed a port-scan correlator that groups/correlates
probes that belong to the same stealthy port-scans, but the
design has yet to be validated. Moreover, the port-scan cor-
relator has been optimized for detecting stealthy scans. By
contrast, our focus is to find predominant alarm patterns
so that we can identify and remove their root causes. That
way, we decrease the future alarm load and enable a more
thorough analysis of the remaining alarms.

Other related work comes from W. Lee et al., who used
data mining for feature selection and training of classifiers
that detect intrusions in audit data [21]. The goal of that
work was to construct intrusion detection systems more sys-
tematically. By contrast, we aspire to use existing IDSs
more efficiently. In addition, very different data mining al-
gorithms are employed in our work.

In the world of telecommunication networks,
M. Klemettinen has used association rules and fre-
quent episodes to discover alarm patterns, which were
subsequently used in the development of alarm correla-
tion systems [19]. Similar work in the field of network
management has been done by J.L. Hellerstein et al. [14].
However, the methods used in this thrust of research do
not capture the notion of alarm similarity. Furthermore,
association rules and frequent episodes have the drawback
of generating many uninteresting and redundant alarm
patterns [19]. Our alarm clustering algorithm does not have
these drawbacks.

Finally, it is worth noting that the idea of root cause iden-
tification has been pioneered by the network management
community [18, 23, 33]. However, to the author’s knowl-
edge, the current paper is the first to apply root cause iden-
tification to intrusion detection.

1.2. Paper Overview

The remainder of this paper is organized as follows: Sec-
tion 2 introduces our notion of similarity, defines alarm
clusters, and proves the general alarm clustering problem
to be NP-complete. Section 3 presents a novel algorithm
that offers an approximation solution to the alarm clustering
problem. This makes alarm clustering a practical technique.
Section 4 presents our experience with alarm clustering and
Section 5 offers conclusions and areas of future work.

2. A Framework for Similarity and Clustering

This section presents a framework for similarity and
clustering. We call it a framework because our concepts
are very flexible, site-independent, and IDS-independent.



2.1. Introduction and Background

This section introduces clustering in general and dis-
cusses the problems that are intrinsic to alarm clustering
in particular. In general, clustering seeks to group objects
so that the objects within a given group/cluster are similar,
whereas the objects of different groups/clusters are dissimi-
lar [13, 16]. Obviously, the notion of similarity is key to this
definition. In practice, similarity is easy to define for nu-
merical attributes, but categorical, time, or string attributes
pose serious problems [7, 8, 10, 13]. Unfortunately, alarm
messages can contain all of these attribute types:

Categorical Attributes: The domain of categorical at-
tributes is discrete and unordered [13]. Examples of
categorical attributes include IP addresses, port num-
bers, and header flags.

Numerical Attributes: Examples of numerical attributes
include counters (e.g. for the number of SYN pack-
ets in a SYN flooding alarm), and size fields (e.g. for
the packet size in “Large ICMP Traffic” alarms [4]).

Time Attributes: All alarms must be time-stamped.
Please note that time should not be regarded as a nu-
merical attribute. Indeed, doing so would mean to ig-
nore its unique semantics (including the notions of pe-
riodicity, workdays versus weekends, etc.).

String Attributes: String attributes assume arbitrary and
unforeseeable text values. To begin with a negative
example, attributes such as “Attack Name” or “Recom-
mended Action” are not string attributes because their
domains are small and fixed. However, NetRanger’s
context field [5] is a typical string attribute. The con-
text field is optional, but, when present, it stores the
supposedly malicious network packet. For example,
the context field frequently contains supposedly mali-
cious URLs or command sequences that seem to con-
stitute an FTP or Telnet exploit. Evidently, the diffi-
culty with string attributes is to extract the information
that they carry.

In fact, the mere presence of categorical attributes makes
alarm clustering a difficult problem [2, 8, 9, 10]. The pres-
ence of time and string attributes adds further complexity.
This section introduces a similarity concept that embraces
all of the above attribute types. Furthermore, the clustering
problem is restated in the light of this similarity concept.

In a nutshell, to define the similarity between alarms,
we use taxonomies on the alarm attributes. Examples of
alarm attributes include the source and destination IP ad-
dress. A taxonomy is a generalization hierarchy on these
attributes. For example, a taxonomy might state that IP ad-
dress 10:3:3:3 is a Web server, is a machine in the DMZ,
is a . . . . Intuitively, two alarms are all the more similar

the closer their attributes are related by way of these tax-
onomies. We will formalize this notion and define alarm
clusters as alarm sets that maximize intra-cluster alarm sim-
ilarity, while having a user-defined minimum size. In the
output, we require that each alarm cluster be summarized
by a single “generalized” alarm. We consider this an im-
portant feature of our approach because it is not practical to
communicate alarm clusters by means of their constituent
alarms.

2.2. Notation

At present, different IDSs report their alarms in different
formats. In anticipation of a unifying standard [6], a simi-
lar, yet simplified alarm format will be used. Specifically,
alarms are modeled as tuples over a multi-dimensional
space. The dimensions are called alarm attributes or at-
tributes for short. Examples of alarm attributes include the
source and destination IP address, the source and destina-
tion port, the alarm type (which encodes the observed at-
tack), and the timestamp (which also includes the date).

Formally, alarms are defined as tuples over the Cartesian
product X1�i�ndom(Ai), where fA1; : : : ; Ang is the set of
attributes and dom(Ai) is the domain (i.e. the range of pos-
sible values) of attribute Ai. Furthermore, for an alarm a
and an attribute Ai, the projection a[Ai] is defined in the
usual way, namely as the Ai value of alarm a. Next, an
alarm log is modeled as a set of alarms. This model is
correct if the alarms of alarm logs are pairwise distinct –
an assumption that we make to keep our notation simple.
(Note that unique alarm-IDs can be used to make all alarms
pairwise distinct.)

Let Ai be an alarm attribute. A tree Ti on the elements of
dom(Ai) is called a taxonomy (or a generalization hierar-
chy). For two elements x; x̂ 2 dom(Ai), we call x̂ a parent
of x, andx a child of x̂ if there is an edge x̂ �! x in T i. Fur-
thermore, we call x̂ a generalization of x if the taxonomy
Ti contains a path from x̂ to x (in symbols: x E x̂). The
length of this path is called the distance Æ(x; x̂) between x
and x̂. Please note that Æ(x; x̂) is undefined if x E x̂ is not
satisfied. Finally, x E x̂ is trivially satisfied for x = x̂, and
Æ(x; x̂) equals 0 in this case.

By way of illustration, Figure 1 shows a network
topology and the taxonomies one might want to use
for IP addresses and port numbers in this environ-
ment. Please note that the domain of IP addresses is
the union of “elementary” IP addresses (i.e. the set
fp:q:r:s j p; q; r; s 2 f0; : : : ; 255g g) and “generalized” IP
addresses (i.e. the set fFIREWALL, WWW/FTP, DMZ, EX-
TERN, ANY-IPg). Analogously, the domain of port numbers
is f1; : : : ; 65535;PRIV;NON-PRIV;ANY-PORTg. Next,
according to Figure 1c, the IP address ip1 is a firewall,
is a DMZ machine, is any IP address. More succinctly,
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Figure 1. Network, alarm log, and taxonomies of our running example.

this relationship can be expressed as ip1 E FIREWALL E
DMZ E ANY-IP. Furthermore, we have Æ(ip1 ;ANY-IP) =
1+ Æ(FIREWALL;ANY-IP) = 1+ 1+ Æ(DMZ;ANY-IP) =
1+1+1+Æ(ANY-IP;ANY-IP) = 1+1+1+0 = 3. Finally,
Æ(ip1 ; ip2 ) is not defined because ip1 E ip2 is false.

Next, we extend our notation from attributes to alarms.
To this end, let a; â 2 X1�i�ndom(Ai) denote two alarms.
The alarm â is called a generalization of alarm a iff a[A i] E
â[Ai] holds for all attributes Ai. In this case, we write
a E â. Furthermore, if a E â holds, then the distance
Æ(a; â) between the alarms a and â is defined as Æ(a; â) :=Pn

i=1 Æ(a[Ai]; â[Ai]). If a E â is not satisfied, then Æ(a; â)
is undefined. Finally, in the case of a E â, we say that a is
more specific than â, and â is more abstract than a.

As a convention in this paper, we use the symbols
A1; : : : ; An to stand for alarm attributes. Furthermore, the
symbols T1; : : : ; Tn are reserved for taxonomies on the re-
spective attributes. Finally, the symbol L will be used to
denote an alarm log.

2.3. Similarity and Alarm Clusters

We begin by defining similarity. To this end, let S � L
denote a set of alarms. The cover of S is the most spe-
cific alarm c 2 X1�i�ndom(Ai) to which all alarms a in S
can be generalized. Thus, the cover c satisfies 8a 2 S :
a E c, and there is no more specific alarm c 0 (c0 E c)
that would also have this property. We denote the cover
of S by cover(S). For example, in Figure 1, we have

cover(f(ip1 ; 80); (ip4 ; 21)g) = (DMZ;PRIV). Finally,
the dissipation of S is defined as

�(S) := 1=jSj
X

a2S

Æ(a; cover(S)): (1)

Let us verify that �(f(ip1 ; 80); (ip4 ; 21)g) = 1=2 � (3 +
3) = 3. Intuitively, the dissipation measures the average
distance between the alarms of S and their cover. The im-
portant thing to note here is that the alarms in S are all the
more similar, the smaller the value of �(S). Therefore,
we will strive to minimize dissipation in order to maximize
intra-cluster alarm similarity.

Next, we define the alarm clustering problem. To this
end, let L be an alarm log, min size 2 N an integer, and
Ti, i = 1; : : : ; n, a taxonomy for each attribute A i. We
define:

Definition 1 (Alarm Clustering Problem) Let (L;min

size ; T1; : : : ; Tn) be an (n + 2)-tuple with symbols as
defined above. The alarm clustering problem is to find a set
C � L that minimizes the dissipation �(C), subject to the
constraint that jCj � min size holds. We call C an alarm
cluster or cluster for short.

In other words, among all sets C � L that satisfy jCj �
min size , a set with minimum dissipation has to be found.
If there are multiple such sets, then any one of them can
be picked. Note that once the cluster C has been found,
the remaining alarms in L r C can be mined for additional
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Figure 2. Sample taxonomies for time attributes.

clusters. One might consider to use a different min size

value for Lr C, an option that is very useful in practice.
Imposing a minimum size on alarm clusters has two ad-

vantages. First, it decreases the risk of clustering small
sets of unrelated but coincidentally similar alarms. Second,
large clusters are of particular interest because identifying
and resolving their root causes has a high payoff. Finally,
the decision to maximize similarity as soon as the minimum
size has been exceeded minimizes the risk of including un-
related alarms in a cluster.

Clearly, stealthy attacks that trigger fewer than min size

alarms do not yield any clusters, but that is not the point.
Indeed, let us recall the practical goal that we are pursuing,
namely to identify predominant root causes that account for
large amounts of alarms. By removing these root causes,
we can significantly reduce the number of newly generated
alarms. This reduction is exactly our goal as screening the
reduced alarm stream for attacks is much more efficient.
Note that even though important, this screening step is be-
yond the scope of this paper.

Given the need for a practical alarm clustering algorithm,
the following result is relevant:

Theorem 1 The alarm clustering problem (L;min size;
T1; : : : ; Tn) is NP-complete.
Proof : The proof is obtained by reducing the CLIQUE
problem [26] to the alarm clustering problem. For details,
please refer to Appendix A. �

In Section 3, we will describe an approximation algo-
rithm for the alarm clustering problem. For now, let us as-
sume that we are able to discover alarm clusters. Then, the
question arises how alarm clusters are best presented to the
user. As will be shown in Section 4.2, alarm clusters can
easily comprise thousands of alarms. Therefore, it is not
viable to represent clusters by means of their constituent
alarms. Indeed, doing so would mean to overwhelm the
user with a vast amount of information that is hard to make
sense of. To solve this problem, we represent clusters by
their covers. Note that covers correspond to what we have
informally called “generalized alarms”.

Representing clusters by their covers works well as long
as the covers are reasonably specific. Indeed, abstract cov-
ers such as (DMZ;ANY-PORT) (cf. Figure 1) reveal very
little about the alarms that the cover was derived from. Spe-
cific covers such as (FIREWALL; 80) are preferable (even
if they don’t explicitly reveal the root cause either). For-
tunately, by clustering alarms of maximum similarity, we
favor cluster that have specific covers. This relationship,
which is established by equation (1), is another argument
for clustering alarms of maximum similarity (and minimum
dissipation).

In order to obtain generalized alarms that are meaningful
and indicative of their root causes, we clearly need to con-
sider more attribute types than just the ones in the above ex-
amples. In particular, string and time attributes can contain
valuable information, and the following subsection shows
how to include these attribute types in our framework.

2.4. Taxonomies for Time and String Attributes

The time and string attributes of ID alarms can be tied
into the above notion of similarity. For brevity, this section
will rely on examples, but the generalizations are obvious.

Let us consider time attributes first. Typically, one
wishes to capture temporal information such as the distinc-
tion between weekends and workdays, between business
hours and off hours, or between the beginning of the month
and the end of the month. To make the clustering algorithm
aware of concepts like these, one can use taxonomies such
as the ones in Figure 2 (please ignore the dashed arrows for
the moment). For example, the left-hand taxonomy shows
that the time-stamp ts1 can be generalized to the concepts
SAT, WEEKEND, and ultimately, ANY-DAY-OF-WEEK.

A limitation of the current framework is that taxonomies
have to be trees, whereas directed acyclic graphs (DAGs)
are more flexible. Indeed, it might be desirable to use the
two taxonomies in Figure 2 simultaneously. However, com-
bining the taxonomies into a single one is not possible be-
cause each time-stamp would have to have two parents –
one that corresponds to its day of the week and one that



Input: An alarm clustering problem (L;min size ; T1; : : : ; Tn)
Output: An approximation solution for (L;min size ; T1; : : : ; Tn)
Algorithm:

1: G := L; // Make a copy of L.
2: loop forever f
3: for each alarm a 2 G do f
4: c := number of alarms x 2 L with x E a;
5: if c � min size then terminate and return alarm a;
6: g
7: use heuristics to select an attribute Ai, i 2 f1; : : : ; ng;
8: for each alarm a 2 G do // Generalize a[Ai]
9: a[Ai] := parent(a[Ai]; Ti);

10: g

Figure 3. Alarm clustering algorithm.

corresponds to its day of the month. This violates the tree
property of taxonomies.

To reach a solution, we replicate the time attribute and
assign each taxonomy tree to a separate replica. That way,
one replica plays the role “Day of the Week”, whereas the
other plays the role “Day of the Month”. Furthermore, each
replica is generalized according to its own taxonomy. Sim-
ilarly, suppose that we want to include the concept of pe-
riodicity into the right-hand taxonomy of Figure 2. Again,
the most obvious approach (indicated by dashed arrows) is
not possible as it destroys the tree property of the taxonomy.
Fortunately, the replication trick can be applied here, too.

Next, we consider string attributes. String attributes can
assume text values with completely unforeseeable contents.
Therefore, the challenge lies in tapping the semantic infor-
mation of the strings. We solve this problem by means
of a feature extraction step that precedes the actual alarm
clustering. Features are crisp bits of semantic information
that, once extracted, replace the original strings. Thus, each
string is replaced by the set of its features. Note that subset-
inclusion defines a natural taxonomy on feature sets. For
example, the feature set ff1; f2; f3g can be generalized to
the sets ff1; f2g, ff1; f3g, or ff2; f3g, which in turn can
be generalized to ff1g, ff2g, or ff3g. The next level is the
empty set, which corresponds to “ANY-FEATURE”. Evi-
dently, the resulting taxonomy is a DAG, not a tree. To
transform this DAG into a tree, we use the above replica-
tion trick combined with the pruning of edges.

We consider it the IDS analyst’s responsibility to select
features that capture as much semantic information as pos-
sible. Fortunately, there are well-established techniques to
support feature selection [20, 22, 32]. As will be shown in
Section 4.1, our current implementation uses frequent sub-
strings as features.

3. Algorithm for Alarm Clustering

Given the NP completeness of alarm clustering, we have
developed an approximation algorithm. An approximation
algorithm for the problem (L;min size ; T1; : : : ; Tn) finds
a cluster C � L that satisfies jCj � min size, but does
not necessarily minimize �(C). Obviously, the further an
approximation algorithm pushes �(C) to its minimum, the
better it is.

The approximation algorithm we have developed is a
variant of attribute-oriented induction (AOI) [11, 12], a
well-established technique in the field of data mining.
Our modification over the classical AOI is twofold: First,
we generalize attributes more conservatively than classi-
cal AOI. Second, we use a different termination criterion,
which is reminiscent of density-based clustering [1, 13].

To begin with, our approximation algorithm directly con-
structs the (single) generalized alarm that constitutes the al-
gorithm’s output. In other words, the algorithm does not
make the detour over first finding an alarm cluster and then
deriving its cover. The algorithm starts with the alarm log
L and repeatedly generalizes the alarms in L. Generaliz-
ing the alarms in L is done by choosing an attribute A i

and replacing the Ai values of all alarms by their parents
in Ti. This process continues until an alarm has been found
to which at least min size of the original alarms can be gen-
eralized. This alarm constitutes the output of the algorithm.
Figure 3 shows the resulting algorithm.

In more detail, line 1 makes a copy of the initial alarm
log L. This is necessary as the initial alarm log is needed
in line 4. In line 5, the algorithm terminates when a gen-
eralized alarm a has been found to which at least min size

alarms x 2 L can be generalized. If the algorithm did not
terminate, then the generalization step (lines 8 and 9) is ex-
ecuted. Here, selecting an attribute Ai is guided by the fol-
lowing heuristic:



For each attribute Ai, let fi 2 N be maximum with
the property that there is an alarm a� 2 G such that
x[Ai] E a�[Ai] holds for fi of the original alarms
x 2 L. If fi is smaller than min size , then we know that
we will not find a solution without generalizing A i and,
therefore, select Ai for generalization. Note that this
will not eliminate the optimal solution from the search
space. If, on the other hand, fi � min size holds for all
attributes, then we select the attribute Ai with the small-
est fi value. Clearly, this choice might not be optimal!

We make no formal claim about the above heuristic ex-
cept that it works well in practice (cf. Section 4). Evidently,
the heuristic does influence the resulting clusters and we
plan to investigate this influence. Also, one could conceive
a completely different approximation algorithm, for exam-
ple one that is based on partitioning or hierarchical cluster-
ing [13, 16]. Our choice for the above algorithm is based
mainly on its simplicity, scalability, and particularly good
noise tolerance. However, we acknowledge that there is no
such thing as a single best clustering algorithm [7, 10, 13].

4. Experience with Alarm Clustering

This section summarizes our experience with alarm clus-
tering. To this end, we provide a detailed description of how
we applied alarm clustering to solve a real-world alarm han-
dling problem that we were facing.

4.1. Experiment Setup

This section presents a clustering experiment that we
have conducted on a log of historical alarms. The alarm
log is taken from a commercial IDS, spans a time period of
one month, and contains 156380 alarm messages. The IDS
sensor was deployed in a network that is isomorphic to the
one in Figure 1a. Please note that this experiment involves
real alarm data that was collected during the day-to-day op-
eration of a commercially used network!

Also, we want to stress that we have applied the same
algorithm to many more data sets of various environments.
The results obtained with these different data sets are con-
sistent with the results presented here. However, this sec-
tion focuses on a single data set in order to have a detailed
discussion of the results.

For the purpose of our experiment, we model alarms as
7-tuples. In detail, the individual alarm attributes are the
source and destination IP address, the source and destina-
tion port, the alarm type, the timestamp, and the context
field. Please recall that the context field is optional, but
when present, contains the suspicious network packet.

For IP addresses and port numbers, we use the tax-
onomies in Figure 1c. For timestamps, we use the tax-

onomies in Figure 2, but without the dashed part. No tax-
onomy is defined for the alarm types. Finally, for the con-
text field (a string attribute) we use frequent substrings as
features. More precisely, let V :=<a[Context ] j a 2 L>
denote the multi-set (or bag) of values that the context field
assumes in the alarm log L. Then, the Teiresias algorithm
[28] is run on V in order to find all substrings that have
a user-defined minimum length and minimum frequency.
These substrings are the features and each original string s
is replaced by the (single) most frequent feature that is also
a substring of s. Thus, all feature sets have size one. Fi-
nally, each feature set can only be generalized to the “ANY-
FEATURE” level. An important strength of this feature ex-
traction algorithm is that the resulting features are very un-
derstandable and interpretable, thus increasing the overall
understandability of alarm clusters!

4.2. Results

This section presents the thirteen largest alarm clusters
that we have found (cf. Table 1). Each line of the table
describes one cluster and the “Size” column indicates the
cluster’s size. The AT column shows the Alarm Types, for
which we have provided mnemonic names below the table.
Within the table, “any” is generically written for attributes
that have been generalized to the root of their taxonomies.
It is worth noting that only alarm types 1 and 2 have context
attributes. Therefore, the context attribute is undefined for
all the other alarm types. Also, the port attributes are occa-
sionally undefined. For example, the ICMP protocol has no
notion of ports [30]. As a consequence, the port attributes
of alarm type 5 are undefined. Finally, recall that the names
ip1 , ip2 , . . . refer to the machines in Figure 1a.

It is worth noting that the clusters in Table 1 cover 95%
of all alarms. Thus, we have found a very crisp summary
of almost the entire alarm log. Moreover, using this sum-
mary for root cause discovery is a huge simplification over
using the original alarm log (more on this in the following
subsection). To estimate the payoff of resolving the root
causes, we have written filters that remove all alarms that
match one of the clusters. We then applied these filters to
the alarms of the following month. The result was that 82
percent of all alarm messages were automatically discarded
by the filter! Thus, if the root causes had been resolved,
then 82 percent less work would have been the payoff in the
subsequent month.

4.3. Discussion

This section shows how one can derive hypothetical root
causes from the generalized alarms in Table 1. Of course,
the hypothetical root causes have to be validated, but in our
practical work, this validation has almost always confirmed



Table 1. The thirteen largest alarm clusters.

AT Src-Port Src-IP Dst-Port Dst-IP Time Context Size

1 NON-PRIV EXTERN 80 ip4 any see text 54310
1 NON-PRIV EXTERN 80 ip5 any see text 54013
1 NON-PRIV FIREWALL 80 EXTERN any any 17830
2 NON-PRIV FIREWALL 21 EXTERN any any 6439
2 NON-PRIV EXTERN 21 WWW/FTP any any 4181
3 undefined ip6 undefined ip1 WORKDAY undefined 4581
3 undefined ip6 undefined ip2 WORKDAY undefined 3708
4 NON-PRIV ip1 80 any any undefined 761
4 NON-PRIV ip2 80 any any undefined 663
4 NON-PRIV FIREWALL 25 any any undefined 253
5 undefined EXTERN undefined ip4 any undefined 823
5 undefined EXTERN undefined ip5 any undefined 711

6 undefined ip7 undefined FIREWALL
END-OF-
MONTH,
TUESDAY

undefined 861

Alarm Types (AT): 1 � “WWW IIS View Source Attack”; 2 � “FTP SYST Command Attempt“; 3 �
“IP Fragment Attack“; 4 � “TCP SYN Host Sweep“; 5 � “Fragmented ICMP Traffic“; 6 � “Unknown Protocol
Field in IP Packet“;

our first hypothesis. This shows the value of generalized
alarms in root cause analysis. The following discussion pro-
ceeds by alarm type (cf. Table 1):

Alarm Type 1: The first two alarm clusters in Table 1 con-
tain the following (sanitized) substring in their context
fields:

GET /search cgi/cgi?action=View&VdkVgwKey=
http%3A%2F%2Fwww%2Exxx%2Egov

This request is completely legal and, based on Table
1, it has been issued more than 100000 times. Thus,
the most likely root cause is an under-specified signa-
ture. Indeed, a detailed analysis has shown that alarms
of type 1 occur whenever a URL contains “%2E”, as
is the case for the above URL. Finally, the third type-
1 alarm turned out to be the dual problem: Internal
clients requesting external Web pages, the URL of
which contains “%2E”.

Alarm Type 2: These alarms simply highlight the fact that
many FTP clients issue the SYST command – a le-
gal command that returns information about the FTP
server. The root cause seems to be a signature that is
triggered whenever the keyword “SYST” is sent to the
FTP port. This root cause has been validated subse-
quently.

Alarm Type 3: Either ip6 is maliciously sending frag-
mented packets to the firewalls or there is a router that

fragments the packets between ip6 and the firewalls.
Our investigation has shown that the second hypothe-
sis is correct.

Alarm Type 4: Here, the IDS thinks that the firewalls are
running host sweeps. In reality, however, the firewalls
proxy the HTTP (port 80) and SMTP (port 25) requests
of their clients. While exercising this function, the fire-
walls occasionally contact many external machines at
virtually the same time. The resulting traffic resembles
host sweeps.

Alarm Type 5: After investigating the source IPs, we re-
alized that they all belong to various Internet Service
Providers. Therefore, we conjectured that there is
some link between fragmented ICMP traffic and mo-
dem access to the Internet.

Alarm Type 6: At the end of the month, a machine on the
Internet starts using an unknown transport layer pro-
tocol to communicate with the firewall. As many se-
curity tools ignore protocols that they do not under-
stand, attackers occasionally use unknown protocols to
establish covert channels. A closer investigation of this
generalized alarm seems to indicate that, indeed, ip7 is
trying to set up a covert channel.

In summary, knowledge of generalized alarms has made
it rather straightforward to derive the above root causes.
Moreover, by deriving only six different root causes (one
per alarm type), we have managed to understand 95% of the



156380 alarms! Section 4.2 has shown that the future alarm
load will decrease by 82% if these root causes are removed.
That, in turn, enables a much more thorough analysis of the
remaining alarms! Note that it is beyond the scope of this
paper to discuss this analysis of the remaining alarms.

5. Conclusion & Future Work

This paper has considered the problem of intrusion de-
tection systems overloading their human operators by trig-
gering thousands of alarms per day. Our solution to this
problem exploits the observation that 90% of these alarms
can be attributed to one out of a small number of root
causes. These 90% of alarms are highly redundant and dis-
tract the ID analyst from more stealthy activities. There-
fore, we argue that – roughly once a month – one should
take the time to identify and remove the most predomi-
nant root causes. To make this idea practical, we introduce
alarm clustering as a method that supports the discovery of
root causes. Furthermore, we show that the future alarm
load decreases dramatically if the discovered root causes
are removed. Thanks to this reduction in alarm load, ana-
lyzing intrusion detection alarms becomes much more cost-
effective and much less error-prone.

Our future work has two main axes:

– We will investigate extensions of our framework. In
particular, support for DAG-structured taxonomies is
an interesting research direction.

– We will work on a knowledge-based tool that automat-
ically derives the most likely root cause from a given
generalized alarm.
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A. NP Completeness of Alarm Clustering

The alarm clustering problem is NP-complete. More pre-
cisely, let L be an alarm log, min size a minimum clus-
ter size, and Ti a taxonomy for each attribute Ai, i 2
f1; : : : ; ng, inL. Then, the problem of finding a cluster C �
L that minimizes �(C) while satisfying jCj � min size is
NP-complete.

Proof: We shall reduce the CLIQUE problem [26] to the
alarm clustering problem. In the CLIQUE problem, which
is known to be NP-complete [26], we are given a graph G
and an integer k. The goal is to decide whether G contains
a k-clique, i.e. a fully connected subgraph of size k. We as-
sume that G contains at least

�
k

2

�
edges because otherwise,

there is trivially no k-clique in G. Now, the following steps
will reduce the CLIQUE problem on the alarm clustering
problem (Figure 4):

(1) We assign a separate attribute Ai to each node in G.
Let fA1; : : : ; Ang be the resulting set of attributes.

(2) We define dom(Ai) := f0; 1g and Ti := 1 �! 0 for
i = 1; : : : ; n.

(3) For each edge e in G, we add one alarm a to L. Let
Ai and Aj (Ai 6= Aj) denote the attributes that cor-
respond to the endpoints of e. Then, the attributes A i

and Aj of alarm a are set to 1, whereas all the other
attributes are set to 0.

(4) We set min size :=
�
k

2

�
, which corresponds to the

number of edges in a k-clique.
(5) Finally, we solve the alarm clustering problem that has

just been defined. Let C � L be the optimal alarm
cluster, i.e. the alarm cluster that minimizes �(C)
while satisfying jCj � min size . Furthermore, let
c = (c1; : : : ; cn) be the cover of C. Then, G contains a
k-clique if and only if

Pn

i=1 ci = k.

Two facts are key to understanding step 5. First, the
cover c = (c1; : : : ; cn) satisfies ci = _a2Ca[Ai] for all i
and second, �(C) = l � 2, where l =

Pn

i=1 ci is the num-
ber of ones in cover c. The equation �(C) = l � 2 follows
from the definition of �(C) (see equation (1)) and the fact
that Æ(a; c) = l � 2, which holds for all alarms a 2 C.

Finally, going back to step 5, suppose that
Pn

i=1 ci = k
holds. Then, fAijci = 1g defines a k-clique (and the
alarms in C correspond to its edges). Conversely, supposePn

i=1 ci > k (
Pn

i=1 ci < k is impossible). In this case,
there exists no k-clique in G. Indeed, let us assume that
G did contain a k-clique. Then, let C 0 denote the cluster
of alarms that correspond to the edges in the hypothetical
k-clique. Furthermore, let c0 = (c0

1
; : : : ; c0n) be the cover

of C 0. Now, the equations
Pn

i=1 c
0
i = k and ultimately

�(C0) = k� 2 follow. This contradicts the assumption that
�(C) =

Pn

i=1 ci � 2 is minimal (indeed �(C 0) < �(C)).
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Figure 4. Example of reducing CLIQUE to
alarm clustering.


